PREPRINT ONLY. Authors may request permission to reprint or post on their personal
or company website once the final version of the article has been published.

CH-15-003

Use of Random Forest Algorithm
to Evaluate Model-Based EUI Benchmarks
from CBECS Database
Apoorva Kaskhedikar

T. Agami Reddy, PhD, PE

Student Member ASHRAE

Fellow ASHRAE

George Runger, PhD

ABSTRACT

BACKGROUND

Evaluating the extent to which an individual building
consumes energy in excess of its peers is the first step in initiating energy efficiency improvements. Energy benchmarking
offers such an assessment, albeit simplified. A widely used
energy benchmarking tool is the Environmental Protection
Agency’s (EPA) Energy Star® Portfolio Manager (PM), which
is based on the Commercial Buildings Energy Consumption
Survey (CBECS) database. This tool relies on standard linear
regression models between building energy use intensities
(EUIs) and certain building shell characteristics and equipment types. The statistical significance of these models is
rather poor, and they only include continuous building variables. In an effort to improve these models, we have investigated the use of a state-of-the-art, tree-based ensemble
learning methodology, the random forest (RF) algorithm, to
identify the most influential CBECS parameters that impact
building EUI for medium office and school building types.
Surprisingly, none of the building features turn out to be really
influential. Many of the CBECS building features found to be
ranked relatively high are not the ones included in the PM
models, and the resulting RF models were only marginally
better than the linear regression PM models. These findings
cast doubts on the veracity (i.e., the accuracy and completeness) of the data contained in the CBECS database. More careful appraisal is warranted given the widespread use of this
database for extracting meaningful generalized correlations
between energy use and various building and related characteristics. The poor statistical significance of these correlations
has important implications for ongoing building energy
conservation policy instruments, such as energy reporting and
disclosure legislation being enforced by numerous U.S. cities.

Energy benchmarking allows one to assess the energy
performance of a building from least to most efficient without
performing a rigorous evaluation. It is the process of comparing
and ranking the energy performance of a particular building
against a distribution of buildings (along with their energy
systems) with similar features. This is akin to energy guide labels
on appliances that indicate the relative performance of a particular
appliance within the range from least to most efficient.An important issue in building energy benchmarking is the use of performance indices to characterize the buildings. The performance
indices can sometimes serve as benchmarks by themselves.
Energy use intensity (EUI), in units of kWh/ft2/yr or Btu/ft2/yr
(kWh/m2/yr or kJ/m2/yr), is widely used as an energy benchmark
in building energy analysis since it is an attempt to normalize the
energy use corresponding to a strong determinant, namely the
square footage (square meter) of the building. By normalizing
this strong determinant, the thinking is that wide differences
between building EUIs would be indicators of inefficient buildings or systems where improvements can be made (Sharp 1996).
A fundamental issue still remains, namely whether this method is
the best way of normalization. This question, however, is outside
the scope of this paper.
EUIs are a standard unit of measurement for building
energy analysis and have been studied for use as wholebuilding energy targets. Despite being normalized for area,
EUIs vary considerably and are, thus, still ambiguous energy
benchmarks as indicators of energy performance of an individual building. To overcome this ambiguity, simple statistical models have been developed (e.g., Sharp 1996, 1998;
Federspiel et al. 2002; Chung 2011) to correct for variations
in building characteristics and thereby provide more accurate
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benchmarks or estimators of electricity use in a building.
Benchmarking tools that use this approach include the U.S.
Environmental Protection Agency’s (EPA) ENERGY
STAR® Portfolio Manager (PM) (EPA 2007, 2011),
Lawrence Berkeley National Laboratory’s Energy (LBNL)
IQ (LBNL 2014), and ASHRAE’s Building Energy Quotient
(bEQ) (ASHRAE 2014).
The database widely used to obtain energy information on
the entire gamut of commercial buildings in the United States
is the Commercial Buildings Energy Consumption Survey
(EIA 2003) database. This database contains building characteristics, system descriptions, energy expenditures, and
energy consumption for 6380 commercial buildings across the
United States. Commercial buildings include several building
types: office buildings, K-12 schools, hotels, retail stores,
supermarkets, data centers, correctional institutions, and
buildings used for religious worship. There are two types of
building and system features in the CBECS database, categorical and continuous. The method used for data collection was
computer-assisted personal interviews with building owners,
tenants, and managers. Consequently, the accuracy of the selfreported data depends on how well the respondents knew their
buildings. A telling example is provided by Sharp (1996), who
found large discrepancies between self-reported floor areas
for square and rectangular buildings compared to their calculated floor areas (which were calculated based on number of
floors and the building length and width at ground level
reported by building managers, owners, and tenants in the
personal interviews).
LITERATURE REVIEW
There are several publications related to benchmarking
that also describe efforts to identify, by sensitivity analysis, the
building and energy system parameters that most influence
energy use. These influential parameters can also be used as
filters, or building features that allow screening of the various
entries in the CBECS database to identify a stratified subset of
similar buildings. Some pertinent references are Lomas and
Eppel (1992), Lam and Hui (1996), Motillo (2001), Chung et
al. (2006) and Heiselberg et al. (2009), as well as a detailed
review of sensitivity analysis by Reddy et al. (2007) and
Reddy (2011). Allied studies entailed developing regression
models of energy use versus influential building features. In an
early study, Sullivan et al. (1985) attempted to develop multiple regression models of energy use in prototypical buildings
in five geographic locations with the energy data generated
synthetically (i.e., using a detailed energy simulation
program).
One of the first studies related to developing regression
models for benchmarking purposes was that by Sharp (1996).
He found statistically significant relationships between EUIs
and several CBECS variables and suggested that the performance models identified could serve as more accurate predictors of EUI for an individual building. This was an important
step in defining benchmarks more accurately than simple
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census division statistics. From the 75 CBECS variables, stepwise regression along with careful weeding of variables
resulted in 6 variables being selected as possible regressors to
electric EUI in office buildings. The number of workers per
square foot and the number of personal computers were found
to be the most important influences, with occupancy type,
working hours, economizer presence, and type of chiller being
the other major determinants.
Sharp pointed out that mean EUI is a poor benchmark
because its distributions are usually skewed. Instead, he
suggested that the residuals of the resulting regression model
be used to generate a distribution. The benchmarking process
of a specific building would then make use of this EUI distribution as a way of determining the energy performance score
of an individual building compared to its peers. A slightly
modified version of this method is used by the EPA’s Portfolio
Manager (PM) (EPA 2007, 2011). However, the regression
models were rather poor, and the accuracy of the whole
approach is greatly impacted as a result.
Another relevant study was that by Huang et al. (1993),
who conducted a detailed computer-based sensitivity analysis
to study the impact that variations in building design parameters have on a building’s energy use consumption. The study
was conducted on two building types, large offices and hospitals, for two locations, Chicago and Houston. Building characteristics, such as the building size and the number of floors,
were obtained from a commercial company. Building shell
characteristics such as window areas and other information
were derived from the 1989 CBECS database (EIA 1989).
Sensitivity analysis was used to develop a procedure to
account for variations in building parameters to assess the
market potential for specialized applications.
For parameters based on statistical sampling (such as
floor area and window percentage), the average values were
increased and decreased by one standard deviation. For other
parameters, engineering judgment was used to modify the
average values upwards by 1.50 or down by 0.667. The sensitivity analysis for large offices indicated that their EUIs were
highly influenced by or sensitive to the lighting power density
and hours of operation. Also, they found that EUIs were
moderately sensitive to the building size and glazing characteristics for gas use and were insensitive to the occupancy
density and building size and glazing characteristics for electricity usage. There are other papers dealing with developing
building energy models for benchmarking purposes, for example, Pan et al. (2009) and Federspiel et al. (2002). A good literature review on benchmarking methodologies is also provided
by Chung (2011).
OBJECTIVE, SCOPE, AND METHODOLOGY
All the modeling approaches to date, including PM (EPA
2007, 2011), are based on standard linear regression models,
which are rather poor and only include continuous building
characteristics (or variables). Note that some of the variables are
log transformed to reduce the magnitude of variability. In an
CH-15-003
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effort to improve these models, this paper reports results of
applying a state-of-the-art analysis methodology based on decision trees (see any appropriate textbook, for example Tan et al.
2006) with the intent of identifying stronger models between the
EUIs and building parameters, including continuous as well as
categorical features. Such an approach also provides insights
into parameter importance and allows us to ascertain whether
the variables included in the benchmarking models were indeed
the most influential ones. A particular variant of decision trees
is the random forest (RF) algorithm, which is an ensemble
method that constructs a multitude of decision trees during
training and (i) is more robust in identifying and ranking dominant variables, (ii) is more flexible in fitting local behavior than
traditional linear regression that identifies a global model, and
(iii) allows for categorical variables to be included in the model
as well. A short description of these statistical techniques is
provided later in this paper.

limited to two commercial building types, offices and schools
(with extension to other building types to be considered in the
future). The methodology adopted is shown in Figure 1 and
essentially involves three phases: data extraction and proofing,
discretization of variables and reduction of categories, and
tree-based data analysis.

The CBECS data was used for this investigation since it
allowed a direct comparison with the linear regression model
reported by Sharp (1996). Further, the scope of this study was

2.

1.

The first phase involves selecting a building type (in this
study, office and school buildings). Out of all the variables in the database corresponding to the specific building type, those variables deemed of significance are
identified based on practical heuristic knowledge, and
then relevant data is extracted from CBECS (2003). An
exploratory data analysis is then performed to flag and
remove outliers. Next, some of the variables are normalized so that their numerical magnitude fall within comparable ranges.
The second phase involves discretization and/or category
reduction so as to enhance robustness in the subsequent
modeling phase. Alternative schemes for aggregating

Figure 1 Baseline methodology.
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3.

continuous variables into groups and reducing the current
number of categories reported for different categorical
variables are two important issues that need to be investigated. Further, the impact on the analysis results with EUI
left as a continuous variable (regression-based modeling)
or aggregating it into a small number of groups (classification modeling) is also investigated.
The last phase involves identifying and ranking the
important variables and then investigating whether a
regression model or a classification model is preferable
as a predictive approach. A final, though not mandatory,
step is to generate a single classification tree to enhance
understanding and provide conceptual interpretability.

Brief Description of the Random Forest (RF) Algorithm
Predictors like linear or polynomial regression are global
models where a single predictive formula is supposed to hold
over the entire data space. When the data has features that
interact in complicated and nonlinear ways or when the solution space has regions with abrupt ridges and discontinuities,
assembling a single global model may not be satisfactory. An
alternative approach to nonlinear regression is to subdivide, or
partition, the space into smaller regions, where the interactions are more manageable. These regions can then be partitioned further into smaller subdivisions in a recursive manner
(called tree building), until finally the regions can be fit with
simple models (constant or linear). If the response variable is
numeric, this partitioning is called classification and regression trees (CART) (Breiman et al. 1984). Regression trees are
used to predict a continuous response while classification can
be used with discretized or binned continuous variables.
Trees normally perform binary splits of the data in such
a way as to minimize error in each leaf of the tree. A critical
aspect in the tree-growing algorithm is the stopping criteria. Selecting the right size tree is a matter of balancing the
bias-variance trade-off. Larger trees fit the data closely
with fewer data points in the terminal nodes, implying a
high variance model, while shallower trees will be affected
by model bias. The most widely used strategy to constrain
the size of a tree is called pruning. The pruning process
removes undesirable branches by combining nodes that do
not reduce heterogeneity sufficiently for the extra complexity added.
One major problem with CART is their high variance.
Often a small change in the data (especially if the data set is
relatively small) can result in a very different series of splits,
making interpretation somewhat precarious. The major reason
for this instability is the hierarchical nature of the process: the
effect of an error in the top split is propagated down to all of
the splits below it. One can alleviate this to some degree by
trying to use a more stable split criterion, but the inherent
instability is not removed.
The RF algorithm (Breiman 2001) achieves stability at
the price of computation. It works by building an ensemble of
decision trees on bootstrapped samples wherein each tree split
4

is chosen from a limited set of randomly selected features.
Since it includes many trees, this ensemble is called a forest.
One of the reasons RF is so effective for complex response
functions is that it capitalizes on very flexible fitting procedures that can respond to highly local features of the data. Such
flexibility is desirable because it can substantially reduce the
bias in the fitted values compared to those from global parametric regression. Yet another source of flexibility is the
random sampling of predictors. This strategy allows correlated predictors to simultaneously contribute to the forest
through the random sampling. The number of trees should be
chosen based on the cost of computation. In practice, 500 trees
is often a good compromise and appears commonly in
research.
Breiman (2001) also pointed out that the measure of variable importance is based on the difference between predictive
performance of the ensemble on the original data set and the
performance on a modified data set in which an algorithm
randomly permutes values of a variable between examples. By
measuring the performance before and after the described
modification for each tree in the forest, the algorithm
combines these differences into an importance estimate. In the
RF framework, the most widely used score of importance of a
given variable is the increase in the mean error of a tree (mean
square error for regression and misclassification rate for classification) in the forest when the observed values of this variable are randomly permuted. One can standardize the mean
errors by computing the standard deviation of the errors over
all the trees. The result can then be interpreted as a z-score
so that importance measures are now all on the same scale.
A z-score greater than 2.0 indicates that the parameter is very
influential.
DATA EXTRACTION AND PROOFING
CBECS contained 242 medium-sized office buildings in
the 15,000–60,000 ft2 (1394–5574 m2) range. A preliminary
inspection resulted in the selection of about 53 relevant variables out of the entire list of variables from the CBECS database (Kaskhedikar 2013). Out of these, 18 variables were
subsequently short-listed, based on engineering judgment, as
the most important determinants, of which 4 were numeric
(Table 1). It was found that the EUI values ranged from 0.63
to 110 kWh/ft2/yr (6.8 to 1184 kWh/m2/yr), a range that could
be reduced by proper variable normalization.
Several of the variables were normalized as follows. The
number of workers, number of personal computers (PCs), and
EUI were normalized based on 1000 ft2 (92.9 m2) of floor area;
the heating and cooling degree days (HDDPC and CDDPC)
were multiplied with the percentage of conditioned building
area. After normalizing the variables, there were only 5 continuous or numeric variables (of which EUI is one) out of 18 variables finally selected (see Table 1).
A popular statistical approach to eliminating extreme
response (i.e., EUI) values is to use the interquartile range
method wherein all data sufficiently outside the interquartile
CH-15-003
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Table 1.

Office Building Variable Description and Categorization

Serial
Number

Variable*

Description

Variable Type**

Number
of Categories

z-Score for
Regression-Based RF

1

CENDIV8

Census division

C

9

0.1286

2

PCSFTcat

Number of PCs/1000 ft2 (92.9 m2)

N

4

0.096

3

MAINCL

Main cooling equipment

C

8

0.0902

4

NWSFTcat

Number of workers/1000 ft2 (92.9 m2)

N

3

0.0816

5

GLSSPC

Percent of exterior glass

C

5

0.0641

6

VAV8

Variable air unit

C

2

0.0593

7

LOHRPC

Percent lit when occupied

C

5

0.0548

8

MAINHT

Main heating equipment

C

7

0.051

9

YRCONC

Year of construction

C

9

0.0506

10

HDDPHcat

Heating degree days* percent heated

N

4

0.0503

11

NFLOOR

Number of floors

C

9

0.0454

12

RFCNS

Roof construction type

C

9

0.0431

13

CDDPHcat

Cooling degree days* percent cooled

N

3

0.04

14

LNHRPC

Percent lit when unoccupied

C

5

0.0398

15

ECN8

Economizer

C

2

0.0362

16

BLDSHP

Building shape

C

11

0.0357

17

WKHRS

Number of working hours

C

7

0.0311

18

WLCNS

Wall construction type

C

9

0.0309

Response
Variable

EUI

Energy use intensity (kWh/ft2/yr)
[kWh/m2/yr]

N/C

Continuous/3 and 5

* Variables ending in “cat” denote continuous variables that were categorized.
** Categorical (C). Continuous (N).

range are eliminated. Using that method, 12 outlier data
points were found to have EUI values that greatly exceeded
the upper quartile of 34.57 kWh/ft2/yr (372 kWh/m2/yr);
these points were then removed. No such extreme-value
correction was needed for the lower quartile values. The
removal of these outliers resulted in the number of buildings
being reduced from 242 to 230. The mean EUI value with
outliers was about 15 kWh/ft2/yr (161.5 kWh/m2/yr), which
reduced to 13 kWh/ft2/yr (140 kWh/m2/yr) after the removal
of outliers. The coefficient of variation (CV) of the original
data was 80%, which reduced to 58% after removal of outliers. A similar data extraction and data proofing analysis was
CH-15-003

undertaken for school buildings. The mean for school buildings reduced from 10.81 to 9.21 kWh/ft2/yr (116.4 to
99.1 kWh/m2/yr) after removing the outliers.
A note of caution is warranted at this stage. Many variables that cannot assume negative values (EUI, cost, etc.) are
often better captured by lognormal distributions. The few
extreme points in our case could be “realistic” EUI values
corresponding to some buildings referred to as “energy
hogs.” The weeding done was a simple way of not having to
deal with such buildings and only dealing with more mainstream buildings.
5
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CLASSIFICATION AND REGRESSION-TREE-BASED
RANDOM FOREST ANALYSIS
The different schemes did not have a major effect on the
modeling results.The different schemes adopted for discretization and category reduction are briefly described and
discussed in the appendix. More details are provided by
Kaskhedikar (2013).
Predictive Model Accuracy and
Effect of Different Number of Categories for EUI
The RF method was applied to the medium office buildings data set only and to the combined office and school data
set using 500 trees. The average statistical goodness-of-fit
indices for all 500 trees provide a more accurate measure of
merit than using a single tree, and these indices are assembled in Table 2 for both the RF-based regression models
(when EUI values are retained as continuous variables) and
the RF-based classification models (when EUI are
discretized into a small number of categories). The model
goodness-of-fit statistics are quite poor, with the CV (i.e., the
root mean square error divided by the mean) reduced from
58% for the original data to 46% to 49% for the regression
version of the RF. For the classification-based RF models, it
is not appropriate to determine CV values. Instead it is more
appropriate to study the confusion matrix, which provides
specifics about the error rates between actual and predicted
classifications. Such a matrix for the office building category
with the EUI range discretized into three categories is shown
in Table 3, with the numbers in the diagonal boxes giving the

Table 2. Model Goodness-of-Fit Indices
for the RF Regression Model
Building
Type

Number
of Buildings

Regression Version
(CV Values)

Office

230

46%

Office and school

441

49%

correct predictions. (The differences between three -category and five-category results are very close and not reported
here). We note, for example, that the medium category was
classified correctly in only 27 out of 69 instances. Use error
specifies the misclassification of other classes as a given
class. Model error gives the total error of misclassification of
a particular class as another class. In general, we conclude
that the RF classification model does not perform very well.
Identifying Variable Importance
As described previously, RF provides a robust method for
computing variable importance based on a reduction of mean
squared error due to splits on each variable. The higher the
value of the z-scores, the higher the variable ranking will be.
The z-scores of the RF regression analysis for the various variables considered are also shown in the last column of Table 1.
None of the variables can be interpreted as influential; the
most important variable, census division, has a z-score of only
0.13 (only when scores are 2.0 or higher would the variable be
considered influential). Hence, none of the variables show any
sort of correlation or effect on EUI. Table 1 nevertheless lists
the variables in terms of the z-scores; but one should not read
too much into this ranking.
Analysis of the z-scores from the RF classification model
also revealed very low z-scores, thus pointing to the same
conclusion that none of the variables can be considered
influential. However, the relative ranking of variables turned
out to be different. It is our opinion that the poor results are not
due to the size of the data sets used (230 and 441 for the office
building set and for the office and school set, respectively), but
rather due to the weak (or no) correlation of the variables
on EUI.
COMPARISON OF RANDOM FOREST ANALYSIS
WITH LINEAR REGRESSION MODELING
In view of the poor results obtained by RF analysis, it was
deemed appropriate to verify our analysis approach and the
veracity of the data set used with the ordinary least squares
(OLS) model reported in the literature (Sharp 1996). The
continuous variables short-listed for the office and school

Table 3. Confusion Matrix for Office Building Category for the RF Classification Model
with EUI Discretized into Three Categories (the Ensemble Error is 40.87%)

6

Class

Low

Medium

High

Row Total

Model Error

Low

66

9

11

86

23%

Medium

20

27

22

69

61%

High

14

18

43

75

43%

Column total

100

54

76

Use error

34%

50%

43%

40.87
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buildings in this research were used to generate an ordinary
linear regression model. These variables were then normalized/transformed in accordance to the variables used by Sharp
(1996) (see Table 4).
A stepwise regression was performed for both the office
building set and the combined set. These results as well as
those using random forest variants are summarized in Table 5.
The improvement of the various model results can be
compared to those of the mean model, which yielded CV
values of 57% and 62% for the two sets of data. The CV results
for the linear model closely reproduced those reported by
Sharp (1996) and lend credence to the data sets assumed in this
Table 4.

Normalizing the Continuous Variables
Used by Sharp (1996)

study. The RF regression version turned out to be better than
the RF classification results (see Kaskhedikar 2013); the
results of the former are only shown in Table 5. Surprisingly,
the RF results are only marginally better than the OLS linear
regression version despite the fact that the former is a state-ofthe-art modeling method.
For visual interpretability, the important variables identified by the RF regression model were used to generate a
single regression tree for the two data sets. Figure 2 is the
single tree built using the top five important variables:
number of personal computers, location, main cooling
equipment, number of workers, and exterior glass percentage. Note that the first branching is based on the number of
PCs, then based on census division, and so on. The tree has
four layers, with exterior glass percentage being the last variable at which splitting happens. Figure 3 shows a tree
wherein six of the most important variables for office and
school buildings combined were selected. The splitting
changes quite drastically, with the economizer now being the

Variable

Description

LN(Sft)

Natural log of floor area, ft2 (m2)

LN(Nwk Den)

Natural log of numbers of workers
per 1000 ft2 (92.9 m2)

Ln(WKHR)

Natural log of number of working hours

HDD*(HP/100)

Heating degree days × percentage of area heated

Method

CDD*(CP/100)

Cooling degree days × percentage of area cooled

Mean model

57%

62%

PC/(ft2/1000)

Number of personal computers
per 1000 ft2 (92.9 m2)

OLS linear model

49%

48%

Elec/ft2/yr

Electricity used per ft2/yr (m2/s)

Random forest
regression version

46%

48%

Table 5.

Coefficient of Variation (CV) Values
of Different Models
Office Buildings Office and School Buildings

Figure 2 Single regression tree for office buildings using five important variables.
CH-15-003
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Figure 3 Single regression tree using the six most important variables for office and school buildings combined.

primary splitting variable and census division being the last
variable. The order of variable importance for a single tree
and random forest are not necessarily the same because the
random forest result is an average of 500 trees. Hence, the
single tree is a representation of only one of those 500 trees.
However, such wide changes in the manner in which the tree
performs binary splitting points to a more fundamental problem in the data itself.
CONCLUSION
This paper reports the results of a study that evaluated a
different type of modeling approach for EUI benchmarking.
The tree-based random forest (RF) algorithm was adopted to
identify a relationship between the EUIs and building parameters for two building types (office and school) whose data
were extracted and filtered from the CBECS database. The
new benchmarking methodology allows identifying important
categorical variables and then incorporating them in a local, as
opposed to a global, model. The ability to identify and rank the
important variables is of great importance in practical implementation of the benchmarking tools, which rely on querybased building and HVAC variable filters specified by the user.
The RF technique was used to find the most influential variables on building EUIs. Out of the two variants of the RF algorithm used, the regression version performed better than the
classification version. However, a major finding was that the
sophisticated modeling approaches evaluated in this study are
only marginally better than the current linear-regression-based
benchmarking models reported in the literature (say, Sharp 1996)
and generally used by Portfolio Manager. For example, the CV
values for the office and school buildings combined using the RF
8

regression version improved by about 6% in relative terms (from
49% to 46%) only, while the results for the classification version
are much poorer.
Various alternative ways of aggregating and categorizing the
data were evaluated, despite which no improvement in the modeling results were obtained. Further, even though the CBECS
parameters showed very weak correlations with EUI, many of the
ones found to be relatively stronger are not the ones selected by
the currently used linear OLS models.
A careful study of the CBECS database revealed several
unusual characteristics for many office and school buildings in
the survey. Some of these include extreme EUI values, excessive
or minimal square footage (square meter) per worker, and buildings where the reported floor areas were greater than the calculated floor areas. Building characteristics that are known to be
important determinants of energy use (such as lighting wattage,
information regarding the system type, and building envelope
insulation) are unavailable in the database. These findings cast
doubts on the accuracy and completeness of the data contained in
the CBECS database. More careful appraisal is warranted given
the widespread use of this database for ongoing building energy
conservation studies and its increasing adoption for the purposes
of energy reporting and disclosure legislation being enforced by
numerous U.S. cities.
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APPENDIX: DISCRETIZATION AND
CATEGORY REDUCTION
The classification version of RF requires the response to
be a categorical variable. For this reason, the response variable
(i.e., EUI) was discretized, which is the process of transforming continuous variables into their discrete counterparts.
Further, the model input variables that were continuous were
discretized in an attempt to improve the models; this is shown
in Table 1. For example, based on its distribution and range,
HDDPH (renamed HDDPHcat) was converted to four classes
and CDDPH (renamed CDDPHcat) was converted into three
categories. The ranges adopted for each class or category are
shown in Table A1.
The classes in each of the categorical model inputs were
reduced to three or four classes in the hope that either/both the
regression and the classification versions of the RF models
would improve. There are two popular methods for category
reduction; both were evaluated in this study.
Create classes with a similar number of data
points. The categories are reduced in such a way that
the numbers of data points in each category are more
or less the same. For some variables, such as equipment type, wall construction, and building shape, they
were classified based on physical grouping. Such a
classification of equitable distribution is relatively
simple for certain variables, for example, glass% (Figure A1). However, it is harder to adopt this scheme for
some other variables. For example, the database contained 11 types of building shapes (Figure A2). One
needs to combine them based on some sort of commonality in how they affect energy use in a building.
After evaluating several different combinations, we
finally selected three classes of building shapes as
shown in Figure A2 and Table A2. Figure A3 shows
the histogram of EUI with 3 for office buildings, while
Table A3 provides more details.
2. Combine similar categories (Schmueli et al. 2011).
In this method of category reduction, the distribution is
divided in such a way that if the distribution were akin
to a normal distribution, the center near the mean
would be one class and the portion near the ends would

be another class. An illustrative example is the manner
in which the working hours categories were combined.
As shown in Table 1, CBECS contained seven classes
for designating this variable. We chose to reduce them
to three categories (Figure A4 and Table A4): {1, 2},
{3, 4, 5}, and {6, 7}. Another illustration is provided
by Figure A5 and Table A5, where discretizing the EUI
range for office buildings into five categories resulted
in a distribution fairly similar to that of the normal distribution.
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Table A1.

Discretizing HDD and CDD Classes

HDD

CDD

Range

Class

Range

Class

0–2000

1

0–400

1

2001–4000

2

401–3000

2

4001–6000

3

3001–6000

3

6001–10000

4

CH-15-003

Figure A1 Distribution of glass% variable.

Figure A2 Distribution of classes for building shape variable
(see Table A2).
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Table A2.

Reduction of Dimensionality in Building Shape Variable (See Figure A2)

Original

Collapsed Into

1

Square

Old numbering

New numbering

2

Wide rectangle

1

1

Square

3

Narrow rectangle

2, 3

2

Rectangle

4

Rectangle/square with courtyard

4–11

3

Other shapes

5

H shaped

6

U shaped

7

E shaped

8

T shaped

9

L shaped

10

+ shaped

11

Other

Figure A3 EUI of office building type discretized into three
categories (see Table A3).
Table A3. Discretizing the EUI Variable
into Three Classes (See Figure A3)
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16–35 (172–377)

3

High
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Figure A4 Combining similar classes for working hours
variable for office and school buildings (see
Table A4).

Table A4. Combining Working Hours
Variable for Office and School Buildings
(See Figure A4)

Figure A5 Distribution of EUI for office buildings set when
discretized into five bins (see Table A5).

Table A5. Ranges for the Five Categories for
Office Buildings (See Figure A5)
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